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Objectives:
The objective of this work package is to provide the necessary material to evaluate and validate design
methodologies and tools proposed in the scope of ASAM. Moreover, to ensure the completeness of the
evaluation, use-cases are issued from different domains, such as ultra low power application for medical and
multimedia, triggering different needs/requirements and focusing on different aspects of the proposed flow.
The first period of this work package, deals with the implementation of use-cases, requiring a strong
collaboration with work packages 2 and 3. The second phase deals with evaluation of design tools and design
flow.
The specific objectives of the WP6 are the following:
• Develop the material necessary for evaluation of methods and tools
• Implementation of use-cases by the development of applications and hardware platforms
• Mapping of applications onto platforms
• Ensure the completeness of evaluation
• Provide constant feedback to previous work packages
• Ensure cooperation with partners involved in WP2, WP3, WP4 and WP5

Description of work:
WP6 is decomposed into the following tasks:
Task T6.1: Requirements and definitions of use cases and assessments
Participants: STM, SH, TUE, UNICA, DTU, TUBS, ACE, CMPD (Start: M1 - End: M4)
This task can be characterized by the following activities:
1. Requirements and definition of the flow increasing interoperability of existing tools: Performs analysis of
the industrial requirements and elaborates an evaluation plan that will be a guide for the final evaluation
report. These requirements will drive the research activities in WP2, WP3, WP4 and WP5 and will be
evaluated in T6.
2. Definition of industrial use-cases: Performs specification of the industrial use-cases to be used for validate
the design flow.
3. Definition of industrial evaluation strategy: Aims to define how to demonstrate the effectiveness of the
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design techniques by means of real industrial design vehicles. The capabilities and features of the different
EDA methods and tools developed will have be demonstrated and assessed on the different design platforms.
Industrial use cases are already defined. In particular hardware platforms will be provided for validation
phase.
Low power MultiCore computing platform: STM will provide the specification of an advanced computing
platform for embedded applications (i.e. for multimedia and streaming services). These applications will
include an MPSoC that demands scalable performance and possibly a low power MPSoC for mobile
applications powered purely by batteries. This multi-processor architecture is composed of multiple
homogeneous cores. A set of standard peripherals will also be included, according to the specification of
application providers. Each core includes an in-order pipeline, and simulated vector-processing engine. The
micro architecture will be designed to be suitable for multimedia applications’ high data parallelism. As the
multimedia applications are computationally intensive, each mini-core is rich of simulated arithmetic
function units. According to these specialties of multimedia applications, the idea of stream processing is
applied to the design. Low power techniques, such as power island and dedicated power manager mechanism
will be included in the design of this platform.
Application that this hardware platform will target are:
- medical imaging, sensing and signal processing: medical imaging (3D visualization), medical sensors
(ultra low-power EEG, ECG), hearing aids (ultra low-power sound filtering, beam forming,
communications, etc.).
- (mobile) consumer electronic, multimedia and entertainment devices: mobile phones (imaging subsystems), digital still cameras (imaging subsystems), mobile internet devices (webcam functionality,
imaging functionality), digital televisions and set-top boxes (video decoding MPEG, H.264, FLV, RMVB,
AVS, MJPEG, etc.; image enhancement; 3D Video interpolation);
For multimedia domain, MPEG4 encoder is chosen as one of the use-cases because it is one of widely
known/used real-life multimedia application. The encoding scheme inside an MPEG4 encoder has a high
computational complexity and at the same time there is lot of scope for exploiting parallelism. Amount of
parallelism available makes it an interesting case for doing a design space exploration for targeting a multiprocessor platform. Thus MPEG4 encoder is a good candidate to drive the development of the design space
exploration and synthesis tools developed during ASAM project.
Medical application can be usually be supported by lower performance components respect to telecom and
multimedia application domains. Embedded systems for medical monitoring are often referred to small size
processing elements with very limited power resources. Such systems typically incorporate sensing,
processing and communications and are often manufactured to be simple and cost-effective.

Task T6.2: Use-cases Implementation
Participants: STM, SH, TUBS (Start: M4 - End: M24)
Industrial use-cases are composed of hardware platforms and software applications representative of the
market needs in terms of performances and power consumption. Implementation and optimization of these
designs follow specifications of T6.1 and rely on tools and methods developed in WP2 and WP3. During this
development phase, the industrial partners will provide constant feedback to partners involved in the
development of methods and tools.
The industrial partners will provide a first feedback on use-case implementation detailing the initial
architectures of the demonstrators and initial mapping of applications onto platforms. Then, after refinement
of demonstrators, they will deliver final implementations of use-cases taking advantage of the proposed flow.
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Task T6.3: Evaluation of design flow and its particular tools
Participants: STM, SH, TUE, UNICA, DTU, TUBS, ACE, CMPD (Start: M19 - End: M36)
This task deals with the evaluation of tools developed in WP2, WP3, WP4 and WP5. Industrial use-cases,
whose development relies on the use of the proposed tools and methodology, are checked against the key
properties identified for each tool family. This task focuses both on the evaluation of tools performances and
of the global flow. In order to maximize the results of the evaluation a common property framework shall
identified. The framework chosen is International standard BS ISO/IEC 9126-1:2001 (and associated parts 2,
3 and 4). This will be used as a basis for identifying the key attributes that might be used to evaluate and
compare tools to support the hardware and software development. Specific properties identified in T6.1 will
be incorporated and mapped, whenever possible, to the defined ones in the ISO 9126.
The evaluation aims also at verifying that the proposed flow follows industrial standards and provides real
improvement of actual design practices.
Two versions of the Evaluation report will be produced. The first one aims to provide feedback to WP2,
WP3, WP4 and WP5 about tool compliance with the common property framework. This early evaluation
will be performed on the beta versions delivered by 6 months before the final delivery, i.e. when the . The
final version provides an evaluation on final versions of developed tools which implement the amendments
and improvements included in the first version of the evaluation report.
All project partners will participate in this WP, but STM, SH and TUBS will perform a large majority of
work related to use-cases implementation and actual evaluation.
STM will be Leader of this WP.
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1. Introduction.
This document aims to provide preliminary definition of the ASAM evaluation
framework requirements: a brief description of the use-cases capable of leading the
evaluation of the efficiency and effectiveness of the ASAM design flow and architecture
exploration, and initial description of the evaluation strategy of the final tool
implemented.
The use-cases are provided with the present state-of-art details for each case
study. Further parameters have been identified as leading the adequate definition of the
ASAM design flow and related tools implementation with the objective of exploiting the
framework capabilities in different domains and markets.
In addition, this deliverable intends to provide an initial set of proposed
specifications to be used as input formalism for the other work packages of the project.
After this introduction, the document continues with the first section where the
evaluation strategy is explained. The report refers to the D1.1: “Initial Design
Methodology, Flow, and Tool Requirements” for a more detailed description of the
evaluation framework chosen as ASAM quality evaluation process (standard BS
ISO/IEC 9126-1:2001 and related part 2, 3, 4) while it provides a list of the most
common system level metric attributes (static and dynamic parameters).
Then last three separate sections give an overview of the case studies, by
presenting information required to understand both the software applications and the
computation platforms where they’re mapped to. In the document the term “use-case” is
used to designate both the application and the platform.
The use-cases are targeted to low-power (or medical applications) and highperformance multimedia (video encoding application).
The first low power use-case is represented by ECG (electrocardiogram) medical
application, and its own related embedded hardware platform, supplemented with a series
of input formalisms proposed, for future software implementation, and an extendable
table of parameters to be measured for evaluation of quality of the design exploration
tools.
The second low power use-case is represented by the digital hearing aid system:
the document provides an extensive explanation of the application problems and
solutions.
The high-performance multimedia use-case is the MPEG4 Encoder algorithm.
The document includes an overview of the MPEG4 Encoder algorithm and related
multiprocessor platform. The input formalism and result metrics of the low power usecase are here commented and extended in order to be adequate for the high performance
range of applications.
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2. Evaluation strategy.
An adequate evaluation of an automatic design process and related tools, as
ASAM project aims to propose, is important for both the project evaluators and project
partners.
The ultimate aim of the ASAM project is to propose a design methodology and
flow, as well as several (mainly) software tools for automating this flow. Thus, it will be
necessary to evaluate particular design methodology and process in the field of systemlevel MPSoC design, as well as, related software in a specific field of Software
Engineering, being system-level EDA.
The main difficulties of quality evaluation in Software Engineering field is to
identify the fundamental software (tool) characteristics expressing its different major
quality aspects, and map them into the final framework for a sharable understanding.
Since the classification of framework entities has been pointed out (resources
implemented, process, and whatever an empirical consideration of the tools could
suggest), some quality factors and/or a potential quality model has to be associated to
each entity and the relative metric parameters have to be decided and evaluated: the result
is an acceptable quality assurance procedure of the entire project results. In this respect, it
has to be taken into account that the goal of this project is not to produce any industrial
strength system of tools, but rather to study certain design tasks and problems, propose,
and research appropriate solution strategies and methodologies for certain design tasks. In
this context, initial versions of early prototypes of automatic tools for some of these
design tasks will be developed. Consequently, when proposing the quality characteristics
and metrics for evaluation of the ASAM project outcomes, one has to take these
constraints into account.
In order to maximize the results of the design tool evaluation a common property
framework shall identified. The framework, chosen and proposed in the ASAM
Technical Annex[4], is the international standard BS ISO/IEC 9126-1:2001[16] (and
associated parts 2[17], 3[18] and 4[19]). This will be used as a basis for identifying the key
attributes that might be used to evaluate and compare tools to support the hardware and
software development. A quality attribute is a property of a process or product that can
have some qualitative or quantitative value and can be measured or observed. The
ISO 9126 family addresses the characteristics of a software product that may be
measured and used for evaluation and selection.
The document D1.1: “Initial Design Methodology, Flow, and Tool Requirements”
reports a detailed illustration of the framework chosen and relative evaluation quality
strategy.

2.1.

ASAM workinprogress evaluation attributes.

The principal goal of the ISO/IEC 9126 software evaluation procedure is to
maximize ASAM evaluation plan and make the entire framework qualitatively
standardized. The official ISO/IEC 9126 documents[16][17][18][19] will be available to all
ASAM partners in order to define the most appropriate quality attributes.
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Since ASAM project has the objective to develop a design methodology, design
flow, and a prototype tool set for performing of the architecture exploration and the
subsequent implementation, some values of design attributes have to be collected for
evaluation and, where applicable, a subset of them has to be compared with their values
for the industrial use-cases. The benefit will be adjusting the work-in-progress plan and
methodologies in order to increase ASAM framework skills and automatism in finding
the best design solution.
In this section a list of the most common system level attributes[33][34] is reported,
while trying to classify them into two main categories: static parameters and dynamic
parameters. A more specific taxonomy should distinguish between SW and HW
computable characteristics, but it’s also true that, nowadays, embedded systems
performances (throughput, power consumption, area occupied) are the result of a good
HW/SW portioning strategy and its own co-design implementation.

2.1.1 Static parameters.
Static metric attributes are elaborated analytically from the system-level
parameter configuration and do not require a system simulation. For example, the system
area occupied by the target architecture other metrics derived from a static analysis of the
application algorithms such as code size.
Table 2-1 includes a starting-point list of static metric attributes.

NAME

SYMBOL

UNIT

DESCRIPTION

Code Size

code_size

kByte

memory size allocated to contain the
application code plus static data

Control flow
complexity

flow_complexity

%

ratio between the number of source lines
that contain loop or branch statements and
the total number of lines

Loop ratio

loop_ratio

%

ratio between the number of source lines
that contain loop and the total number of
lines

Inter-process
common ratio

inter_comm_ratio

%

ratio between the number of invocation to
inter process synchronization primitives and
the total number of lines

System calls ratio

calls_ratio

%

ratio between the number of invocation to
inter process synchronization primitives and
the total number of lines

System Area

area

mm2

system area occupied by the architecture
including padring, macros and
interconnection area
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IO instruction ratio

IO_inst_ratio

%

ratio between the number of IO machine
instructions and the total number of
instructions of the application object code

Memory instruction
ratio

mem_inst_ratio

%

ratio between the number of memory-access
machine instructions and the total number
of instructions of the application object code

Synchronization
instruction ratio

sync_inst_ratio

%

ratio between the number of
synchronization machine instructions (e.g.,
test and set) and the total number of
instructions of the application object code

Control flow
instruction ratio

ctrl_flow_inst_ratio

%

ratio between the number of conditional and
unconditional branch instructions and the
total number of instructions of the
application object code

Bitwise instruction
ratio

bitwise_inst_ratio

%

ratio between the number of bitwise
instructions (e.g.: rotate, shift) and the total
number of instructions of the application
object code

Arithmetic and logic
instruction ratio

arith_logic_inst_ratio

%

ratio between the number of arithmetic and
logic instructions and the total number of
instructions of the application object code

Average basic block
size

basic_block_size

instructions

average basic block size dimension in terms
of machine instructions

Table 2-1 - Static metric attributes proposed.

2.1.2 Dynamic parameters.
Dynamic metric attributes require an evaluation of the evolution in time of the
target system and are computed by means of a timed simulation. Examples are: latency
expressed in execution cycles, cache misses, average memory access time, and energy
consumption. Other metrics can be derived from calculations using the simulating results
such as clock cycles per instruction, miss (hit) rates, etc.
Table 2-2 summarizes a starting-point list of the proposed dynamic system-level
metric parameters. Some notes are added at the end of the Table 2-2 as (potential)
description useful extension.

NAME
Execution
Cycles

SYMBOL
cycles

UNIT
cycle

EQUATION

DESCRIPTION
number of cycles to
execute the target
application running on
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the target architecture*1
Execution Time
or Latency

T

s

cycles×TCLK

Throughput or
Bandwidth

ThPut

job/s

number of jobs completed
in the time unit*3

Energy
Consumption

E

J

the energy consumed by
the target architecture
during the execution of
the target application

Average Power
Consumption

PAVG

W

E/T

the average power
consumed by the target
architecture during the
execution of the target
application

Peak Power
Consumption

PPEAK

W

E / Δt

the peak power consumed
by the target architecture
during the execution of
the target application

Power to
Throughput
ratio

PThPutR

W/(job/s)

P / ThPut

power consumed during
the execution of the jobs
completed in the time
unit*4

Energy to
Throughput
ratio

EThPutR

Burst Energy to
throughput
ratio

EThPutRBURST

J/(job/s)

Instruction
Count

IC

instruction

Clock Cycles
per Instruction

CPI

cycle/instruction

cycles/IC

the average number of
clock cycles required to
execute an instruction

Instructions per
Clock Cycle

IPC

instruction/cycle

IC/cycles

the average number of
instruction executed in

E / Op

J/(job/s)

EMAX/ThPutRMAX
2

P / ThPut

(EMAX + EIDLE)/
ThPutRMAX

number of cycles to
execute the target
application running on
the target architecture per
the duration of the clock
period*2

energy consumed during
the execution of the jobs
completed in the time
unit*5
energy consumed during
the execution of the jobs
and the idle time in the
time unit*6
number of instructions to
execute the target
application running on
the target architecture*7
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1/CPI

each clock cycle

Millions of
Instructions per
Second

MIPS

Minstruction/s

IPC / (106 × TCLK)

millions of instructions
executed in each time
unit*8

Million of
Floating Point
Operations Per
Second

MFLOPS

MFLOp / s

FLOPC/(cycles × 106
× TCLK)

millions of floating point
instructions executed in
each time unit*9

Hit Rate

HR

%

cache_hits/cache_
accesses

percentage of cache hits
with respect to the
number of cache accesses

Memory Stall
Cycles

MemStall

cycle

cache_misses ×
miss_penalty_cycles

number of cache misses
times per the miss penalty
cycles

Average
Memory Access
Time

AMAT

s

hit_time + miss_rate
× miss_penalty

the sum of the cache hit
time and the cache miss
rate times per the cache
miss penalty expressed in
seconds

Bus Bandwidth

BusBand

bit/s

the maximum rate at
which information bit can
be transferred over the
bus per time unit*10

Network
Aggregate
Bandwidth

bit/s

the total data bandwidth
requested by the
application to the
Network-on-Chip

Transport
Latency

s

the difference in time
between the arrival of the
first and the last bits of
the packet to the receiver

Table 2-2 - Dynamic metric attributes proposed.
*1. This metric estimates the maximum number of cycles, counting the overall number of cycles consumed
by all the processors executing the parallel application.
*2. In the case of multiprocessor systems, it is assumed that the TCLK is the same for all processors,
otherwise the latency is defined as the time from the beginning to the end of the execution of the target
application running on the target architecture.
*3. Benchmarks measure performance as throughput in terms of transactions per second. In addition, they
should include a response-time requirement, so that throughput performance is measured only when the
response time limit is met.
*4. For system with a fixed number of operations per second (DSP applications), a suitable metric is the
power/throughput ratio or the equivalent energy per operation.
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*5. For microprocessor-based systems, an appropriate metric attribute should be represented by the energy
spent vs the throughput, in order to evaluate as well as the system low power capability and high
performances. EMAX is the maximum energy per operation and ThPutRMAX is the maximum throughput.
*6. This metrics should be applied for those systems operating just for a fraction of time, while idling for
the rest of the execution time. A right attribute for these systems shall compute how the solutions chosen
optimizes power consumption during operating and idle mode and how is efficient in throughput when
works.
*7. In case of a multi-processor system, this metric estimates the total number of instructions taking into
account all the processors executing the parallel application.
*8. MIPS is an accurate measure for comparing performance among different architectures.
*9. FLOPC is the number of floating point operations executed by the target application.
*10. In case of packet transmission, information includes packet header, payload and trailer.
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3. Use case I: medical application and low power
embedded platform.
This section provides a complete description of the first industrial use case.
This includes the details about the medical application, and its own relative
embedded platform, chosen as one of the references of the comparative evaluation
baseline of the final ASAM framework.

3.1.
Medical application: Electrocardiogram (ECG) algorithm
for analysis of heart rate.
Healthcare market is becoming one of the world’s most important opportunities
for the global medical industry growth.
Medical devices industry is strictly connected with healthcare market and its
growth has not stopped despite globally fluctuating economies. The main reason for this
success is the self-sustaining nature of health care. In essence, the same technology that
makes it possible for people to live longer engenders the need for more healthcare
technologies to enhance the quality of an extended lifetime [27].
Semiconductors factories should play the key rule as providers of efficient, easyto-use and long-life complete solutions for patient medical monitoring.
Specifically, the capability of monitoring real-time physiological signals
generated by the human body during normal daily activities is one of the most request
topics in the biomedical field. Among the various biological signals that the human body
generates, the electrical activity of the heart is of particular interest ‘cause it needs to be
constantly monitored particularly in those individuals who have abnormalities in heart
rate or who are survivors of previous myocardial infarctions. Analyzing real-time heart
activity allows doing the right thing in time if the person under observation, during any
activity, notices an illness. Continuous monitoring makes possible to diagnose
arrhythmias that may occur sporadically during the day and cause episodes of acute chest
pain or unexplained loss of consciousness.
In order to understand the relationships among heart rate and the specific
measuring instrument, the sections below shows a partial description, but exhaustive for
the main purpose of this document, of the heart’s anatomy, electrical activity and
interpretation of electrographic signals. The ECG algorithm proposed follows.

3.1.1

Anatomy of the heart.

The heart consists mainly of a cardiac muscle called the myocardium. It is an
organ with four cavities, the right and left atria and ventricles: two atria located above
separated from the inter-atria septum, and two ventricles in lower positions separated by
the inter-ventricular septum. The atria form one unit and the ventricles another. This has
special importance to the electric function of the heart. Right atrium and ventricle
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communicate with each other through a structure called the tricuspid valve and left
atrium and ventricle communicate through a valve called the mitral (or bicuspid). These
one-way valves allow the passage of blood from top to bottom.
The pulmonary valve allows the blood to pass from the right ventricle to the
pulmonary artery, while the aortic valve allows the blood to pass from the left ventricle to
aorta. In both cases the blood flow is unidirectional.
Bloodstream: the blood without oxygen returns from the systemic circulation and
reaches the right atrium through the two superior and inferior veins cava; from there
passes through the tricuspid valve into the right ventricle and from here is pushed through
the pulmonary valve into the pulmonary artery to the lungs. The blood is enriched with
oxygen through the lungs and returns to the left atrium through the pulmonary veins.
Then, through the mitral valve blood reaches the left ventricle. Finally blood is pumped
through the aortic valve to the aorta and the systemic circulation.
Figure 3-1 shows the anatomy of the heart[30].

Figure 3-1 - The anatomy of the heart.

3.1.2

Electrical activity of the heart.

In the right atrium, between the superior vena cava and inferior vena cava, there is
the atrial sinus node (NSA) which consists of specialized muscle cells able to operate as
natural pacemaker. These self-excitatory cells can generate, in complete independence
from the nervous system, an action potential at the rate of about 70 times per minute. This
potential reaches the atrioventricular node (NAV), located on the border between atrium
and right ventricle, through the atria and causing a mechanical contraction of them.
In a normal heart, the AV node provides the only conducting path from the atria
to the ventricles: the node pulses relatively slowly and spreads the potential to the
ventricles after a time range of about 120-200 ms. This is the time between the
contraction of the atria from the ventricles one.
Once the action potential comes over the NAV, it passes through the bundle of
His and separates into two bundle branches propagating along each side of the septum,
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constituting the right and left bundle branches. Both bundles propagate electrical
activation through their branches, which are composed of Purkinje fibers, in the entire
inner wall (endocardium) of the right ventricle and left ventricle. Finally, the potential
spreads out radially towards the outer wall (epicardium) of the ventricular mass.
The propagation of action potential, which is reported in the literature under the
term depolarization, is immediately followed by the repolarization that brings the atria
and ventricles in a phase of relaxation. Repolarization is not a propagating phenomenon,
and because the duration of the action impulse is much shorter at the epicardium (the
outer side of the cardiac muscle) than at the endocardium (the inner side of the cardiac
muscle), the termination of activity appears as if it were propagating from epicardium
toward the endocardium.
Figure 3-2 depicts the heart’s electrical system[31].

Figure 3-2 - Heart's electrical system.

3.1.3

Electrocardiography.

While the action potential propagates throughout all the heart muscle, a flow of
bioelectric current pulses in the extracardiac thoracic volume conductor: this type of
current can be detected on the surface of the body.
Each moment of the cardiac cycle, two different sets of cells are present in the
extracellular volume of the myocardium:
•

active zones: electrically charged cells in a negative way;

•

inactive or resting zones: clusters of cells electrically charged positively.

This implies that at any instant of time the heart can be seen as a single large
electric dipole from which to assess the potential difference. The electrocardiogram or
ECG was born by measuring the change of potential difference in a time window. The
ECG is a non-invasive method that, through the placement of electrodes in appropriate
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parts of the body surface, allows to measure and display the heart rhythm as sinus
rhythm.
Figure 3-3 represents the sinus rhythm.

Figure 3-3 - Sinus rhythm.

The ECG signal consists of a sequence of waves called P, Q, R, S, T, U whose
temporal sequence remains constant unlike the magnitude and sign which depend from
the placement of the electrodes of measuring. Usually in all paths the U wave cannot be
displayed because of it’s too small. As it can be seen from Figure 3-3, the sinus rhythm is
segmented into intervals, whose timing ranges are shown in the Table 3-1, referring to at
rest and in a normal heart activity.

Intervals/Segments Timing ranges
Interval PR
Segment PR
Interval QT
Interval ST
Segment ST
Interval RR

120 ÷ 200 ms
60 ÷ 100 ms
280 ÷ 370 ms
220 ÷ 260 ms
60 ms
60 ÷ 100 bpm

Table 3-1 - Sinus rhythm timing ranges.

The RR interval is the parameter by which the heart rate has to be calculated and
expressed in beats per minute (bpm). The ECG trace is drawn on a graph paper flowing at
a speed of 25 mm/s in the electrocardiograph. This means that 1 mm of registered signal
corresponds to 0.04 ms so, 5 large squares of 5 mm are equal to 1 second. Otherwise, the
vertical axis of 1 mm is translated in 0.1 mV. At least the heart rate is the distance of time
that elapses between two consecutive R wave peaks and can be evaluated in beats per
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minute using the Equation 3-1 where nq is the number of large squares of 5 mm that pass
between two peaks of the R wave.

Fc =

60
nq × 0.2

Equation 3-1 - Heart rate equation.

3.1.4

Algorithm for heart rate detection.

This section describes the algorithm for heart rate detection. The code referred to
this document had been extended for the platform actually in use in STMicroelectronics
(AST Division) and described later.
As mentioned in paragraph 3.1.3, the heart rate is calculated by measuring the
time interval that elapses between the peaks of two consecutive R waves which
characterizes the sinus rhythm. Since R wave has the maximum amplitude and slope
among all the ECG deflections it should be sufficient setting a voltage threshold value in
order to be able to make a heuristic detection of the peak, and then get the heart rate.
A realistic use case for the application has to expect that the patient is in motion
(Holter System) and this causes important alterations in the morphology of sinus rhythm
mainly due to the so-called Motion Artifact. This complicates a lot the task for R wave
detection. Moreover, since the system must be low power (as a medical application
requires) and must be able to calculate the heart rate in real time, the algorithm being
developed for detecting this deflection should be as simple as possible. Basing on these
considerations the R-detection algorithm has been developed analyzing the sinus rhythm,
in the time domain, studying the sign of the first derivative.
As a starting point four conditions have established:
•

the maximum allowable heart rate (Max_Pulse_Rate) 200;

•

the minimum allowable heart rate (Min_Pulse_Rate) of 30;

•
the amplitude of the current R wave peak must be at least 67% of the
previous peak detected (LastR);
•
the maximum allowable frequency variation between a heartbeat and the
next should not exceed 50%.
The first two constraints are thresholds set statically and the second two are
thresholds specifically set dynamically. The third constraint allows eliminating as well
unwanted noise spikes as other positive deflections, basing on the amplitude of the last
peak R. The fourth constraint takes into account that the frequency of R wave may
change gradually over time within a certain range.
The algorithm uses a buffer of eight elements, operated in FIFO mode, which is
filled by the values sampled through the ADC. Each time a new element arrives, the
oldest in the queue is cleared and begins a new phase of processing. The buffer is used
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because it allows computing the instantaneous slope of the signal through the study the
sign of the first derivative. A positive peak is detected if the derivative retains a positive
sign for an entire buffer and, arriving of the next sample, becomes negative (maximum
point). At the same time, if the point just found meets the third constraint, mentioned
above, the value recorded, probability, would be the positive peak of the R-wave. In order
to confirm it the temporary heart rate Fctmp (bpm) is calculated using the Equation 3-2.

Fctmp =

60 × Fc
SampleTime − LastRtime

Equation 3-2 - Temporary heart rate.

Fc is the sampling frequency, 60 is the conversion factor in bpm, SampleTime is a
counter that indicates the number of the sample and LastRTime is a counter that indicates
the sample number that identifies the previous R wave peak. This procedure verifies if
the value thus obtained reflects roughly the first two constraints. If the outcome is true,
the Fctmp is compared with the value of the last pulse stored (LastR) in order to ensure
that respects the fourth constraint. If this last stage is passed, then it means that the Rwave peak has found and the Fctmp becomes the current heart rate.
Figure 3-4 represents a schematic description of the heart rate algorithm.

Figure 3-4 - R-detection algorithm scheme.
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R-detection algorithm has been mapped onto a low power platform called REISC
SoC, which characteristics are illustrated in the following sections.
Figure 3-5 is a snapshot of the output of the heart rate detection. X-axis represents
the timeline while Y-axis the voltage range.

Figure 3-5 - Output of the heart rate detection.

3.2.

Low Power Embedded Platform: REISC SoC.

This section provides a brief description of the Low Power Embedded Platform
REISC SoC.
The platform has been developed by STMicroelectronics by the Ultra Low Power
Group (Advanced System Technology Division) as test-vehicle System-on-Chip
integrating power safe solutions to challenging design goals for biomedical devices and
wireless sensors for consumer and home automation. [32]
This system includes incorporates the Ultra Low Power microcontroller 32bit
REISC Core operating up to 50 MHz frequency, a FLASH memory (up to 1 MByte) and,
switchable SRAMs (up to 66Kbyte) and an extensive range of enhanced peripherals like
communication interfaces (SCI/USART, SPI, I2C, USB), general purpose timers, PWM
timers, IO ports and a 12 bits and 10 channels ADC.
Some principal features of the REISC Core are summarized below:
•

Frequency: 50Mhz;

•

Area: 26Kgates;

•

Energy/instruction: 19picoJoule;

•

Dynamic Power: 190uW @10Mhz;

•

Technology: 90nm LP-HVT (Low Power-High Voltage Threshold);

•

16bit variable length ISA (Instruction Set Architecture);

•

Sliced 8/16/20/32bit datapath;

•

Up to 32bit addressing space;

•

Rich set of addressing modes;
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•

32bit multiplier/divider;

•

Register file, primary16 registers and secondary 4 registers;

•

1 clock cycle interrupt response;

•

SIMD extension;

•

Multiple PUSH/POP, dismissible operations.

The product test-chip was available at the end of 2009, implemented in a 90nm
low power technology, targeting performances up to 1DMIPS/MHz with a total chip
power of 3mW at 25MHz.
Figure 3-6 shows a detailed scheme of the overall REISC SoC architecture.
Figure 3-7 reports a snapshot of the REISC SoC layout.

Figure 3-6 - REISC System On Chip.
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Figure 3-7 - REISC SoC Layout.

3.2.1

REISC SoC low power features.

Embedded systems for medical monitoring are often referred to small size
processing elements with very limited power resources. Such systems typically
incorporate sensing, processing and communications and are often manufactured to be
simple and cost-effective.
REISC SoC has a final die size of 11.9 µm2 (padring included) and supports a lot
of low power modes to achieve the best compromise between low power consumption
and well-fit application performances. The switching solutions implemented comprehend
a short start-up time (off2on) capabilities and a series of available wakeup sources in
order to cover all possible interrupt roots.
An internal Power Manager Module manages all logical (clock gating, power
island activation, etc.) and technological (isolation cells, retention registers, power
switching etc.) power features, controlling and enabling the proper sequence in order to
guarantee the correct chip functionality. It is also possible to gate to inactive value
individual clocks for each peripheral and to put in power down mode each single device
as flash, ram, ADC, etc.
Table 3-2 summarises the main operating modes of the REISC SoC.
OPERATING
MODES
RUN

DESCRIPTION
This is the “normal” mode. Different clock frequency (from 32 KHz to 48 MHz) can be
chosen as system clock. Individual clock gating is possible for each peripheral. It is also
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possible to enable power down mode for analog peripherals not used by application. A
special instruction called ZZZ allows REISC core clock gated until next interrupt.
SNOOZE

This is a “soft” low power state. In this mode the internal digital system power (System
Power Domain) is shutoff but the entire chip maintains the state, so when a wakeup event
occurs the system continues the normal flow. In this state the user should decide to
preserves or not the same configuration as RUN mode of the other elements (FLASH,
PLL etc.) through a set of external power switches.

SLEEP

This is a “hard” low power state. In this mode the internal digital system power is shutoff
(so RAM, REISC core, peripherals and their own configuration registers), ADC, PLL are
off, too. In this case the state of the system isn’t preserved and a reset is given at wakeup.
As in SNOOZE mode, the user should decide to preserves or not the same configuration
as RUN mode of the other elements except for ADC and PLL (those are in the power
domain that will be off). Wakeup from this state happens when the event controller
generates a wakeup event to the Power Manager, and the system goes, passing through
the initial reset and startup sequence, in RUN mode.
Table 3-2 - REISC SoC main operating modes.

The main goal of a design targeted specifically for ultra low power applications,
as REISC SoC, is the ability to support applications from the power view. From 90nm
process technology, this essentially means not only provide the possibility on power
gating some blocks when unused, but also foreseeing the shutoff of those modules doing
nothing (i.e: less leakage power).
The main goal described above has to operate together with acceptable
performances when application runs. This primary implies as fast wakeup time when an
event occurs, as well as the fundamental feature on resuming from a well known and
intermediate system state, which preserve from a complete machine restarting.
That’s why REISC SoC architecture includes some internal and external power
switches whose utilities are translated in 10 power domains and 2 power switching areas
where storage elements are able to hold a known state configuration (retention
capability).
Figure 3-8 exemplifies a graphical overview of the REISC SoC power domains.
The internal power switches areas are located into the power domain PD_SYS
(PD_SYS_SW: where 4289 retention registers are able to guarantee a known stored
configuration) and into the power domain PD_SRAM (PD_SRAM_SW where switchable
RAMs blocks are able to be put in various low leakage configurations associated to data
retention capability).
Table 3-3 gives a brief description of each power domain and switchable areas.
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Figure 3-8 - REISC SoC Power Domains.

POWER DOMAIN
NAME
PD_TOP
PD_AO

PD_IO
PD_SYS
PD_CLK
PD_FLS
PD_ADP
PD_AFE
PD_RAM
PD_SRAM
SWITCHABLE
AREA NAME
PD_SYS_SW
PD_SRAM_SW

DESCRIPTION
Default power domain. All the design.
Always on block. Sparse logic fundamental for chip working right. It includes the
Power Manager Unit, Debug Support Unit, Event Controller, External Event
Collector, TAP, JTAG interface, Clock Generator Block, Real Time Clock etc.
PADs collection and Level Shifters.
System Blocks: Core, Peripherals, Crossbar Interface, etc.
RC Oscillator High Speed and Low Speed.
FLASH.
ADC and PLL.
Analog Front End Block.
Not Switchable RAMs and BIST.
Switchable RAMs
DESCRIPTION
Switchable area into PD_SYS power domain: 4289 retention registers are able to
guarantee a known stored configuration.
Switchable area into PD_SRAM power domain: switchable RAMs blocks are able
to be put in various low leakage configurations associated to data retention
capability.

Table 3-3- REISC SoC Power Domains and Switchable Areas Description.

3.3.

Low Power UseCase: evaluation metrics.

In this section some preliminary measures of the algorithm for heart rate detection
on the RESIC SoC platform are reported. The typology of tables and values should
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change or integrated, during the ASAM framework implementation, according to the
evaluation parameters chosen through the tool production strategy.
This section represents a first attempt of providing some baseline performances
and a brief list of design evaluation parameters to pay attention to, as principal elements
of a good implementation way of the project.
Table 3-4 includes a subset of the evaluation metric parameters defined in the
paragraph 2.1 plus some operative information, except of power results collected in the
next section.

Evaluation Parameter

Result

System Area

11.9 µm2 ≈ 3 million GE

Total code size

20266 byte

Main clock frequency

48 MHz

Table 3-4 - ECG simulation results.

Table 3-5 reports all instructions distinguished by type.

ADD

SUB

MULT

SHIFT

CMP

DIV

JMP

LD

MOV

NOP

SIGN

STORE

SYSCALL

XOR

73152

1655

8

1658

30362

6

43863

40192

65413

8

27391

17624

1

257

Table 3-5 - ECG simulation instructions.

3.3.1

ECG Power Measures.

Power consumption is the most critical issue for medical applications like the
illustrated algorithm for heart rate monitoring.
REISC SoC embedded platform has a large suite of low-power capabilities at all
implementation levels. Some details have been reported in the section 3.2.1.
This section includes system power measure results through a mixed and logic
combination of these power capabilities.
Table 3-6 shows the power measure, in terms of µW/MHz.
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MODE

MEASURE

UNIT

ALL RUN

50,000

µW/MHz

ACRONYM
RUN

DESCRIPTION
All RUN and no power feature are activated.

Table 3-6 - ECG Power Measures and Power Modes description.

3.4.
Low Power Use Case: input formalism and results
metrics.
This section aims to provide some brief starting ideas to coordinate input
formalism choices and interpretation of the goodness of the results for the low power use
case.
All what here reported is closely related to WP1 framework specifications.

3.4.1

Input formalism proposal.

REISC SoC is an embedded test-chip product delivered at the end of 2009
@90nm technology. Measures and performances, reported in the sections above, are
coming from the implementation board and platform simulator.
REISC SoC simulator is an evolution of the REISC Core simulator and has been
built as future platform exploration engine. The reasons are simple to image: software
simulator, and its own relative toolchain, allows faster design architecture exploration
that a netlist/HDL simulator.
In this section found a list of the main feature supported by the REISC toolchain:
they should be simply re-targeted as a start point of formalism requirement for ASAM
framework.
The REISC Software Development Kit (SDK) is a collection of various essential
tools as compiler, assembler, linker, simulator, debugger, loader, device drivers, RTOS
and network stack. The tools are essentially based on Free and Open Source Software in
order to give maximum freedom to the REISC users and customers at the lowest cost.
Otherwise some STMicroelectronics proprietary add-ons were implemented.
The REISC SDK tools run on modern ia32 based Linux machines and produce
codes for the REISC Architecture meaning it is a cross-compiler based SDK.
The toolchain, i.e. the Compiler, Assembler, Linker and Debugger are based on
the ubiquitous GNU GCC toolchain, binutils and gdb software stack. For them a new
target, the REISC target, was added in order to support the REISC architecture. The
toolchain is distributed under the terms of the GPL.
The REISC simulator was developed using STMicroelectronics proprietary
technology, hence for it a different proprietary license apply.
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The Loader is based on the Altera Jam STAPL player, distributed under the terms
of the GPL license. The Device Drivers are STMicroelectronics proprietary code
redistributed in source form to let users/customers modify them to satisfy their needs.
The RTOS is based on the FreeRTOS for which a new target, the REISC target,
was added. It’s distributed under the GPL license.
The Network Stack is based on the Ember ZigBee stack for which the REISC
target was developed. It’s distributed under its proprietary license.
The REISC platform as a whole actually comprises three sub-targets:
•

the simulator;

•

the USBKIT development board;

•

the SoC (System on Chip)

They share the core Instruction Set Architecture but at the same time differ for
some system parameters. The simulator gives a much better observability on the system
compared to the usbkit. With it you can trace the program execution and discover easily
also the weirdest bug. It is also well linked with the debugger.
The hardware prototype board is the first step toward the silicon. It provides a
number of debug features (namely LEDs, Display, UART and various IO pins) that can
be used also to easily extend the system with user provided hardware. REISC simulator
nominally should integrate SystemC wrappers in order to extend simulation to other
languages’ IPs (Verilog, VHDL).
Acting with the simulator, the main advantages are its configurability and
debuggability. It has been written with C language compliance and allows processing
application written in C programming language.
In conclusion, from the SW point of view, an extendable summary of the input
formalism proposal should be here summarized:
•

Programming language: C of C++. A large part of software code running
on a SoC platform is written in these programming languages.

•

Operative System: Linux. This will guarantee run faster and extreme
portability of the entire framework.

•

Compiler, Assembler, Linker and Debugger: based on GNU GCC. Open
source common structure, where possible, should provide a larger
convergence of different tools and methodologies.

•

Libraries: the same as described above. Standard libraries (libc, libpthread
etc.) should take advantages as integration and fast modifications.

•

Extensive language integration/modeling: SystemC or equivalent high
level programming language (such as System Verilog) has to be
comprehended, as input formalism, in order to support an efficient IPs
modeling or used as integration box for IPs provided in HDL languages
(Verilog, VHDL).
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•

Standardized interface: the interface between all the framework elements
(tools) and the use case simulators/profilers should be specified and
implemented using a widely accepted and standardized interface (XML?).

•

High level code power features: some recognizable directives (i.e.:
pragmas add-ons or ifdef) able to bypass parts of the code when they
result not useful for the running application configuration. This will
facilitate and increase the correlation with the platform and its own
modules switching off strategies.

•

Code size: embedded platforms for low power applications result
competitive essentially for value cost and power. Algorithm code size is
important because less memory is both cheaper and lower power, and
some classes of instructions (such as floating point) may be optional to
reduce chip costs.

•

Code complexity: code complexity is mainly related to static parameters
illustrated in the section 2.4.1. It is based on the source code so, static.
Code complexity, related to input formalism, generally includes
formatting (naming conventions, indentation conventions, comment
forms, etc.) and logical attributes (number of terms and factors in
expressions, number of parameters and arguments, depth of conditional
statements and so on). For example, poor naming conventions can make
any program hard to understand, and poor logical constructs produce a
code fully of misunderstanding. And moreover: redundant code is harder
to maintain and increases the probability of introducing defects and it’s a
good thing writing deterministic code. Stack variables and buffers should
be initialized. Another useful example: making public the members of a
class in C++ assists the client programmer’s understanding of how to use
the class. Code complexity is included as an input formalism for the lowpower use case but, obviously, it is a good requirement for any type of
algorithm.

3.4.2

Results metrics.

HW starting point platform, where the native ECG code runs, is what is described
in the section 3.2. Table 3-4 and 3.6 represents a summary of ISS outputs and power
measures.
For low power use case some main results metrics has to be considered and they
are listed below:
•

Power Consumption: the consumption of the overall circuit is the most
important result to be controlled in a low power system. Both for a
complex system like the REISC SoC or for a simpler platform, a poweroptimized system will have to include power safe mechanism able to
manage the right system configuration fit to the application to map on.
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Power measures should be reported, where possible, outlining the real
configuration mode in order to give an add value to the result.
•

Area occupation: less area means, in general, minor power (both static and
dynamic). So this metric is really close to the power consumption metric.
REISC SoC should represent a large design both for ECG or other medical
applications. An expected area reduction could be reasonable about 20%.

•

Wake up time: always related to what written in power consumption result
metric, if a low power system have to include power safe mechanism,
there will be a fast wake up mechanism able to bring the system (or
previous switched part of it) operative as soon as possible. It depends both
from technology used (pmos/nmos switches) and from the nature of the
low power solutions. REISC SoC reaches a wake up time of 1.1 µs: it
should be considered a good time, lesser will be very good.

•

Fault tolerance: a low power platform for medical application has to be
fault tolerant, too. It is not so simple to measure the fault tolerance “value”
o a system because this concept includes the robustness of the software, as
well as the reliability of the technology, as well as the redundancy level of
the system resources. Since this measure results too hard to quantify, a
reasonable requirements should be just the presence of a fault tolerance
mechanisms: its own evaluation has to be moved when we’ll have details
and specification about the type of solution.

•

Real-time acquisition performance: health monitoring becomes efficient if
the system is able to acquire results in real-time mode, otherwise the
measure should be considered not useful or meaninglessness. Real-time
performances implies a truly capability, from the system, at least of
catching data in the time range which they are generated in: this means en
efficient streaming flow from the source to the buffer/memories where
they’ll be stored waiting for the post-processing stage.
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4. Use case II: video encoding and multiprocessors
systems.
This section provides a brief description of the second industrial use case inherent
multimedia applications’ high data parallelism and related multiprocessors systems
proposal.
For high performances domain, MPEG4 encoder is chosen as one of the use-cases
because it is one of widely known/used real-life multimedia application. The encoding
scheme inside an MPEG4 encoder has a high computational complexity and at the same
time there is lot of scope for exploiting parallelism.
Amount of parallelism available makes it an interesting case for doing a design
space exploration for targeting a multi-processor platform. Thus MPEG4 encoder is a
good candidate to drive the development of the design space exploration and synthesis
tools developed during ASAM project.[4]

4.1.

Video encoding application: MPEG4 Encoder algorithm.

MPEG4 standard video compression can be considered the most common
protocol for video streaming and exchange data, thanks to its ability to handle multimedia
sources over multiple bandwidth conditions.
Literature is full of technical reports about MPEG4 code optimization[35]…[40],
multi-threading arrangement of the primary functions of the video standard and about
multiprocessors platforms able to support algorithm high computational cost. That’s why
all what reported from now on has to be intended like a proper ASAM reference use case,
without the claim of being a new innovative study on this benchmark.
Since the magnitude of the concepts behind this kind of application, many
acronyms and primary video paradigms are assumed to be known, too.
MPEG4 is the ISO/IEC recommended standard for video compression. The name
MPEG (Moving Picture Experts Group) comes from the committee that has started the
study and the subsequent implementation from MPEG1 to the most recent H.264/MPEG4
Advanced Video Coding (AVC), issued for supporting the latest video compressing
formats and exigencies for common video applications such as videoconferencing IPTV,
HDTV, and HD video storage.
Figure 4-1 shows a generic operative flow of the H.264/MPEG4 Encoder
algorithm.
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Figure 4-1 - Generic H.264/MPEG4 Encoder.

MPEG4 Encoder works with a series of frames as input which represents the
video sequence to compress and dispatch to the decoder unit.
The algorithm accepts input frames in YUV format color space: the chrominance
components are sub-sampled according to a programming selection, which also defines
the resolution and frame rate. For example, the Main Profile at Main Level allows
resolution of 720 × 576 pixels at 30 frames per second and sample 4: 2: 0, obtained from
4: 2: 2 with a further sub-sampled vertically.
The input frames are coded as compressed data where spatial redundancies that
exist within the frames and temporal redundancies that exist between successive frames
are removed:
•

DCT (Discrete Cosine Transform) removes spatial redundancies;

•

Motion estimation
redundancies.

and

motion

compensation

remove

temporal

Input frames are characterized by intra-frames (I-frames) and predicted or interframes (P-frames). Intra frames pass code stages without relationship computing with
other frames considering the image as if it were static, while a predicted frame follows
the flow of Figure 4-1 which allows a comparison of information included into the
previous frame encoded (reference or reconstructed frame) exploiting the temporal
redundancy found in the sequence.
Concomitant use of these two techniques ensures a high compression ratio and the
possibility of random access to bit-stream. Frames that are obtained by interpolating an Iframe and P-frame are titled Bidirectional frames or B-frames.
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The interpolated images of type B are encoded using two reference images, type I
or P, one in the past and the other in the future. This image is never used as a reference
and has the highest compression ratios between the three.
Transmitting only predicted or interpolated images generates a phenomenon of
drift in the quality due to the accumulation of errors in reception: the effect is eliminated
by introducing periodically images I. These images provide a new benchmark for
subsequent images and provide access points to the random sequence.
A simpler method encodes and sends the residual differences between two
subsequent frames: it should be sufficient when these are so many closer in terms of
spatial and temporal characterizations. When much more efficiency is requested, a
general approach splits the frame in macro block of 16x16 pixels (and successively
reduced to 8x8) and processed one at a time. This technique is summarized in the Figure
4-1 under the motion compensation block which generates the predictive frame under the
assumption that a large part of the motion is a translational movement between macro
blocks.
The quantization Q after DCT produces a further compression phase: it eliminates
the high frequency nonzero coefficient, coming from the temporal to frequency
conversion of DCT, and rounds to the nearest integer value the remaining coefficient.
Since most energy is located at low frequencies, the quality of information is not
sacrificed. The added value of quantization is a reduced variance between the original
DCT coefficients as compared to the variance between the original DCT coefficients.
Moreover, variable word length codes (VLC) has been introduced with the
objective to reduce statistical redundancy
The output is represented by the compressed reference/reconstructed frames.
MPEG4 Encoder algorithm proposed, and described below, is STMicroelectronics
proprietary and will be delivered in parallel/multithread versions according to ASAM
framework tool run-time implementation, in order to fit it to the proper design
exploration tool (compiler, IPs available and so on).
The release here presented preserves all standard features of the application plus a
series of supporting add-ons primary addressed to obtain more or less efficiency and
result resolution.
Table 4-1 summarizes all the capabilities of the MPEG4 Encoder application.

Acronym

Range

Description

EN

Boolean

Enable MPEG-4 encoder

EP

Boolean

Enable pre-processing

EI

Boolean

Enable image stabilization
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RCskip

Boolean

Enables the rate control to skip frames

RCquant

1-31

Prevent the Rate Control to use a very high quantizer value

RCerror

1-Inf

Prevent the excursion of the Rate Control to this percentage of error

RCEn

0-4

Set the rate control algorithm: 0 = disabled, 1,2 = res, 3 = Low Delay, 4 = VBR

Finput

0-2

Specify the input sequence format: 0 = QCIF, 1 = CIF, 2 = VGA

Skip

1-Inf

Set the input sequence skipped frames (0=disabled)

MQuant

1-31

Set the minimum Quantization Parameter value

xSize

16-1920

Set the frame horizontal size in pixels

ySize

16-1440

Set the frame vertical size in pixels

nFrame

0-Inf

Number of frames to encode from the input sequence

FrRate

1-30

Set the input sequence framerate

Bitrate

1-8000

Set the bitrate allowed for this sequence (Kbit/s)

ME

0-1

Motion Estimator algorithm: 0=Slimpeg, 1=Full Search

Quant

1-31

Set the quantization parameter for both INTRA and PREDICTED images

IQuant

1-31

Set the quantization parameter for INTRA images

PQuant

1-31

Set the quantization parameter for PREDICTIVE images
Table 4-1 - MPEG4 Encoder application capabilities.

Figure 4-2 depicts a graph with the main application functions and their own
dependencies. It has to be considered a sort of preamble for the next section of
multimedia multiprocessor evaluative platforms for multithread MPEG4 implementation.
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Figure 4-2 - MPEG4 Encoder Algorithm: main functions.

4.2.
Multimedia multiprocessors platforms: an evaluation
study.
Scalability is one of the most important features which make the MPEG4 Encoder
algorithm code a right test-case for multiprocessors platform implementation. Scalability
is intended as the ability to process only part of the input data frames preserving the
formal correctness of the code and the reasonable good resolution of the outputs frames.
MPEG4 scalability should be translated into the spatial and time scalability (the
reconstruction of the signal to a spatial/time resolution reduced, decoding a sub-set of the
flow) and to the encoder complexity scalability (encoders of different complexity to
generate valid and consistent flows).
Otherwise, MPEG4 good output data resolution is strictly related to the choice of
the quantization step: its growth implies a DCT coefficients’ precision decreasing and,
consequently, an increase of the quantization noise. Therefore, the bit rate can be
controlled by varying the size of quantization. If you do not alter the quantization step,
images are encoded at constant quality, but the bit rate varies depending on the criticality
of the video sequence than coding. If you require a constant bit-rate encoding, the filling
level of the buffer memory is used as an index of the current bit-rate.
Scalability and good outputs should be performed in a reasonable tradeoff,
optimizing the code with an eye to the architecture where the algorithm has to be
mapped. A further step is the hardware platform optimizations which will guarantee
MPEG4 video encoder performances and improving sequential data flow bottlenecks
splitting, where it is possible, the pseudo-independent processing on different
computational resources.
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Evaluation platforms are illustrated below and represent near-real cases usable as
comparable architecture for ASAM design exploration development.
According to what exposed into the previous sections, the first goal is the task
assignment of MPEG4 encoder application among multiple processors. Figure 4-3 shows
a first approach including a Bayer to YUV stage because the majority of ST’s image
sensor chips have output in Bayer format (or raw_bayer).

Figure 4-3 - Task assignment of MPEG4 encoder.

Task assignment and data flows among different processing elements are here
described:
• P1: transforms frame data from Bayer format to YUV format. Data in
YUV format are inputs for P2. In this first task assignment, it is supposed
that all data are stored in a generic memory allocation bridged to the
system through an efficient DMA block (Direct Memory Access).
• P2: IME (Integer Motion Estimation). Motion Estimation phase, and the
subsequent Motion Vectors generation, is commonly distinguished in
deep levels of refinements. A first approach performs an integer-pixel ME
at the integer-pixel search locations and the best integer-pixel Motion
Vector MV is determined basing on a performance metric, such as the
minimum Sum of Absolute Difference (SAD). It is what is grouped under
MacroBlockMotionEst function in the Figure 4-2. Motion Estimation
Output data from P2 pass to P3 for Motion Vectors refinement and
Motion Compensation computation. Data flowing from DMA to P2 are
the Reconstructed Frame bits (see Figure 4-1).
• P3: FME/MC (Fractional Motion Estimation and Motion Compensation).
The source data for FME come from P2 for Motion Estimation
refinement, while source data for MC come also from P6 after IQT/IDCT
operations.
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• P4: QT/DCT implementation. Outputs have to be addressed to P6, in order
to perform the IQT and IDCT and obtain the Reconstructed Frame, as
well as to P5 in order to close the flow for I-frames element.
• P5: VLC implementation. Input data come from P4 (QT/DCT results) and
P3 (Motion Vectors results). Outputs bit-stream should be stored into the
external memory (dashed line).
• P6: IQT/IDCT implementation.
• P7: Channel Coding.
• DMA: transfers data from an External DRAM to P1/P2/P3, and store data
from P3/P5/P7 to External DRAM.
The network architecture proposed is depicted in the Figure 4-4.

Figure 4-4 - MPEG4 Encoder network architecture.

The multi-processor evaluation architecture comprehends the following features:
•

8 processors + 1 DMA controller + 2 Routers.

•

Each router has 5 inputs, 5 outputs. Two 5x5 full crossbars are sufficient.

•

Circuit switching.

•

P0 (main control processor) generates control signals for other processors
and DMA controller. It communicates other processors and DMA
controller with separate hardware signal lines instead of connecting to
router directly.

•

DMA controller is responsible process read and write requirement to
External DRAM.
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•

ARB is the center arbitrate unit which is used to control the sequence of
network traffic and avoid traffic collision. If any processor wants to
transfer data to other processors, it must first send requirement to ARB.
ARB will arbitrate which requirement can be granted according to the
current situation of resource allocation. Only the granted processor can
transfer data, and those un-granted processors must stall. The majority
resources that ARB maintained are the output ports of router named as
resource occupation vector (ROV). If one processor wants transfer data to
other processors, it will first determine the output port set that needed by
transfer operation. The needed output port set can be expressed by a bit
vector and each bit corresponds to one output port. When ARB receive the
requirement vector, it will “AND” the requirement with the current
resource occupation vector, if all the needed output ports are available, the
result will be not zero, which means that there are some output ports are
occupied by other processors, otherwise, it means that all the output ports
are available and the data transfer requirement can be granted. When a
group of output ports is assigned to a specific processor, the corresponding
resource occupation vector bits are set to “1”. There are ten output ports
for 2 routers (for each router, 4 output ports to processors and 1 output
port to another router), so the resource occupation vector is 10 bits.
Because there are 8 components are connected at routers, so each
component can send message to other 7 destination nodes.

•

2-Router network architecture is very suitable to current MPEG4 encoder,
and it is also easy to expand to 2x2 Mesh Topology.

•

Each processor in use will be a REISC Core (already described in the
paragraph 3.2) with SIMD extended instructions for better computing
performance (DCT).

Multimedia UseCase: evaluation metrics.

In this section some preliminary simulated measures of the algorithm for video
coding on the relative platform are reported. The typology of tables and values should
change or integrated, during the ASAM framework implementation, according to the
evaluation parameters chosen through the tool production strategy and/or according to the
next evolution of the STMicroelectronics MPSoC.
This section represents a first attempt of providing some baseline performances
and a brief list of design evaluation parameters to pay attention to, as principal elements
of a good implementation way of the project.
A multiprocessor architecture has to have high computation capabilities as well as
minimizing power dissipation if the target application is for mobile devices.
As evaluation power metric for the multiprocessor platform, some base factors are
chosen to compose the final result. Table 4-2 proposed the base factors (acronym/name
and brief description) and estimated values.
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Acronym (Name)

Value

Description

D-path (data path)

50µW/MHz@100%

Total datapath power consumption.

M-acc (Memory access)

10µW/MHz@100%

Total memory access power consumption for
each RAM block.

Mesh (bus, crossbar i.e.
interconnect topology)

20µW/MHz@100%

Total interconnect topology power
consumption.

Table 4-2 - Multiprocessor platform power base factors.

The total power dissipation value for each base factor is then divided in
percentage of utilization for each processing element basing on its own network topology
allocation. Analysis of the estimated value is performed for a system where P0 assumes
the rule of network controller and under the assumptions that data are already in YUV
format and omitting channel coding stage. The architecture has 4 cut of RAMs for
intermediate and final data storage, too.
Table 4-2 represents the result of a methodology applicable to a more complex (or
simple) multiprocessor system, scaling up or down the granularity of power percentage
for each MPEG4 encoder algorithm sub-function and extending base factors number to
new components of the design (i.e.: flash access, different power island crosscommunications, power-safe mechanism selective activation). The example here reported
will have the aim to give a way to go through in order to obtain preliminary high level
power estimation.
D-path
ratio

D-path
power
[µW/MHz]

M-acc
ratio

M-acc
power
[µW/MHz]

Mesh
ratio

Mesh
power
[µW/MHz]

Total
power
[µW/MHz]

P0 (CTRL)

25%

12.5

0

0

0

0

12.5

P2 (IME)

60%

30

55%

22

20%

4

56

P3
(FME/MC)

70%

35

55%

22

10%

2

59

P4
(QT/DCT)

80%

40

28.75%

11.5

10%

2

53.5

P5 (VLC)

50%

25

50%

20

15%

3

48

P6
(IQT/IDCT)

80%

40

28.75%

11.5

10%

2

53.5
282.5

TOTAL
Table 4-3 - Power dissipation of MPEG4 Encoder application.
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Figure 4-5 gives a right impression about power distribution of MPEG4 algorithm
main functions mapped onto a simple multiprocessor platform.

Figure 4-5 - MPEG4 Encoder Algorithm Power Distribution.

Table 4-4 completes the evaluation metrics for the use-case II platform.

Technology

65LP@1.0V

Max performance

1024x768@25fps, 76800MB/s

Frequency

100 MHz

Power dissipation

28.2 mW

nJ/MBytes

367.19

Table 4-4 - MPEG4 Encoder Algorithm performances.

4.4.
Multimedia UseCase: input formalism and results
metrics.
This section provides some brief starting ideas to coordinate input formalism
choices and interpretation of the goodness of the results for the multimedia use case.
All what here reported is closely related to WP1 framework specifications.

4.4.1

Input formalism proposal.

Input formalism for multimedia use-case follows the same proposal done for the
use-case I and reported in the section 3.4.1. For completeness the summary are here rewritten including some further consideration proper of this specific case:
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•

Programming language: C of C++. A large part of software code running
on a SoC platform is written in these programming languages. C++ should
be a better choice for writing a code with an intrinsic multitasks
characteristic.

•

Operative System: Linux. This will guarantee run faster and extreme
portability of the entire framework.

•

Compiler, Assembler, Linker and Debugger: based on GNU GCC. Open
source common structure, where possible, should provide a larger
convergence of different tools and methodologies. Compiler for a
multiprocessor system has to be prepared with inner multithreads and
multitasks capabilities. Moreover, support to compilation is crucial for
high performances architecture. However, due to the nature of DSP/SIMD
instructions, it is very difficult for a compiler to support the full instruction
set. The compiler may not be able to generate highly complex DSP/SIMD
instructions and addressing modes, but it can generate legal code
sequences for any C source code. In another word, ASM will be the key to
provide high performance, and C will be the key to provide better
programmability. A practical program mode will be: use C to write the
control flow and wrapper which is not critical, while use assembly
language to write the algorithm core and the cycle-accurate part.

•

Libraries: the same as described above. Standard libraries (libc, libpthread
etc.) should take advantages as integration and fast modifications.

•

Extensive language integration/modeling: SystemC or equivalent high
level programming language (such as System Verilog) has to be
comprehended, as input formalism, in order to support an efficient IPs
modeling or used as integration box for IPs provided in HDL languages
(Verilog, VHDL). This is really useful when MPSoC has to comprehend
some co-processors blocks dedicated to compute specific functions (i.e.:
SAD, DCT)

•

Standardized interface: the interface between all the framework elements
(tools) and the use case simulators/profilers should be specified and
implemented using a widely accepted and standardized interface (XML?).

•

High level code features: some recognizable directives (i.e.: pragmas addons) or a pre-processing tool have to be included in the code as hints for
the compiler to perform high structure in simpler mode (i.e: loop
transformations used to increase the number of instructions in an innerloop body, or to increase the number of iterations of an inner-loop). This
gives to the compiler more opportunities for efficiently scheduling
instructions in parallel and operating in multithread compilation.

•

Code size: embedded platforms for low power applications result
competitive essentially for value cost and power. Algorithm code size is
important because less memory is both cheaper and lower power. Code
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size optimization has to be performed without losing too much in output
resolution.
•

4.4.2

Code complexity: code complexity is mainly related to static parameters
illustrated in the section 2.4.1. It is based on the source code so, static.
Code complexity, related to input formalism, generally includes
formatting (naming conventions, indentation conventions, comment
forms, etc.) and logical attributes (number of terms and factors in
expressions, number of parameters and arguments, depth of conditional
statements and so on). For example, poor naming conventions can make
any program hard to understand, and poor logical constructs produce a
code fully of misunderstanding. And moreover: redundant code is harder
to maintain and increases the probability of introducing defects and it’s a
good thing writing deterministic code. Stack variables and buffers should
be initialized. Another useful example: making public the members of a
class in C++ assists the client programmer’s understanding of how to use
the class. Code complexity is included as an input formalism for the lowpower use case but, obviously, it is a good requirement for any type of
algorithm.

Results metrics.

Generally, a high performance machine should be rightly evaluated especially
relating to dynamic parameters listed in the paragraph 2.4.2. Other general purpose for a
multiprocessor platform is to sustain enough performance for real-time applications,
which features mainly include precise processing latency for data blocks, predefined data
block throughput and predictable program behavior.
As similarly done for the input formalism, multimedia use case main results
metrics has to be aligned with low power ones. Further consideration and specific
multiprocessors important result metrics are listed below.
•

Power Consumption: the consumption of the overall circuit is the most
important result to be controlled also in a multiprocessor system if
targeted for mobile market. A power-optimized system will have to
include power safe mechanism able to manage the right system
configuration fit to the application to map on. Power measures should be
reported, where possible, outlining the real configuration mode in order to
give an add value to the result. Moreover image/video compression has
important application also in low-power filed (i.e: gastrointestinal
endoscopy). With some simplified algorithm (and of course with the cost
of lower compression ratio), we are able to get much lower energy
dissipation. For a multimedia application mapped in a network
architecture, power consumption is also linked to the memory accesses
rate and the processing element interconnect structure. Application
specific design (ASIC) should be the right solution for maximizes low
power feature.
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•

Area occupation: less area means, in general, minor power (both static and
dynamic). So this metric is really close to the power consumption metric.

•

Real-time acquisition performance: Real-time performances implies a
truly capability, from the system, at least of catching data in the time range
which they are generated in: this means en efficient streaming flow from
the source to the buffer/memories where they’ll be stored waiting for the
post-processing stage.

•

Bus usage: in systems though for multimedia applications, the bus
subsystem is one of the bottlenecks that limits the performances of the
overall system. The communications of the bus have to be reduced at the
minimum levels in order to keep the bus complexity low and the
performances high.

•

Latency: in video and audio-oriented applications, one of the main factors
to be taken into account is the latency of the transmission of a given
communication context. For this reason, this parameter has to be
maintained at a low level (at least within the requirements).

•

Throughput: as for the latency case, the throughput of the overall system
(how much information can the system transmit in a given time) is one of
the key parameters that will have to be optimized.

•

Scalability: an architecture design targeted for multimedia algorithms
should be highly scalable to support a rich range of applications, including
them that require standard formats and higher performances. Scalability is
very hard to certify and measure: surely one parameter is represented by
the number of application supported with high results. Scalability of ASIC
designs is very poor while processor based design ensures high scalability.

•

Performance/power: the right tradeoff between performances and power
consumption implies keeping same flexibility and scalability with
microprocessors, and providing comparable performance/power ratio to
ASIC designs.

•

Interconnect structure: surely this metric represents a critical parameter
for high density platforms. The basic topologies of processor
interconnection include bus/ring, crossbar and mesh. Bus/ring architecture
is simple, but its throughput is quite limited. Especially, when the node
number is large, the throughput is not enough to keep the network
performance. Crossbar can ensure the max bandwidth, and its architecture
is simple. However, its implementation cost (area and power dissipation)
increases exponentially with the processor node number, so it is not the
choice for many node processor network. Mesh is a reasonable tradeoff of
bus and crossbar: it ensures scalability but its architecture is more
complex.
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5. Use case III: Digital Hearing Aid system.
5.1

Introduction.

Hearing impairment issues are becoming serious in today’s world, because of
exposure to noise pollution and addiction to portable music players. At present about
12% of the human population suffers from hearing problems[6]. The situation is more
severe in the group of aged people. A study[44] suggests that around 20% people over 50
years old suffer from hearing loss and this number approaches 80% by the age of 70-80
years old. It also estimates that over the next two decades, due to aging population, the
number of hearing impaired people will rise by 20%. In past decades, people always
claimed dissatisfaction with the analog hearing aids. In 1996, digital signal processing
(DSP) was introduced into hearing aid processing algorithms. Now digital hearing aids
dominate the market. In 2005, 93% of the hearing aids sold in the U.S. contain DSPs[9].
Digital technology allows many advanced signal processing algorithms to be
implemented. These features include speech enhancement, noise reduction, self-adapting
directional inputs, feedback cancellation, data monitoring, and acoustic scene analysis, as
well as wireless links with other communication systems. With the development of
digital technology, powerful hearing aids also come with small size. All these make the
future for manufacturers of hearing instruments looks very bright. In U.S., the hearing
impairment population have grown to 34.25 million. Even so, the market penetration is
still reported as only 24.6% for the U.S.[24] and 16% for all western countries[2].
This chapter shows a possible application of Silicon Hive technology in the
domain of hearing aids. Today’s digital hearing aids are portable devices that impose
extraordinarily tight constraints on chip area and power consumption. The area of the
entire circuit should be no larger than 25mm2 to fit inside the auditory canal[21] and it
should run at least 100 hours on one 1.35V zinc battery[10]. Their signal processing power
is remarkable when considering the small source of energy that supplies both the actual
audio processing and the power amplifier for the audio signal.
This chapter shows a typical trajectory, in which manual design space exploration
steps led to the design and optimization of a typical hearing aid system on an ASIP
(Application-Specific Instruction-set Processor). The ASAM flow should automate most
of the steps discussed in this chapter. Through a series of application-specific software
and hardware optimizations, this chapter shows a 56x power reduction over
implementation on a RISC processor.
Each block of a typical hearing aid system will be discussed, as well as its fixedpoint implementation. After that the prototype ASIP and the power analysis are shown.
Lastly, the application-specific software and hardware optimization will be discussed.
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Hearing Aid System.

5.2.1 Overview.
Except for the typical blocks mentioned before, some advanced hearing aid
systems also comprise acoustic scene classification algorithms, automatic learning
algorithms etc., but they are not the critical parts of a hearing aid system. There are many
types of hearing aids, which vary in size, power and circuitry, such as behind-the-ear
(BTE), in-the-ear (ITE), in-the-canal (ITC) and completely-in-the-canal (CIC). Due to the
different sizes and different application situations, there are significant differences in
their components. For example, the BTE product of Siemens Motion series has advanced
technology such as wind noise cancellation and directional microphone system, while
Siemens’ CIC product only has the basic blocks and also, these blocks are simplified
versions of the ones in the BTE product. Due to cosmetic constraints, arrays with several
microphones that span a large distance are not feasible in hearing aids. The size of a BTE
case on which the microphones must be mounted limits the maximum separation between
microphones to approximately 1.5 cm; ITE cases limit microphone separation to
approximately 1 cm; ITC and CIC cases usually only have one microphone[11].
This chapter discusses the design process for an ASIP and application for a BTE
type hearing aid with two microphones. The system contains all the typical blocks:
feedback cancellation, beamfomer, filterbank, noise reduction and wide dynamic range
compression. Figure 5-1 shows the block diagram of such a hearing aid system. In the
following sections, each block will be introduced separately.

Figure 5-1 - Algorithmic block diagram of hearing aid algorithms.

5.2.2 Feedback Cancellation.
Feedback is an annoying phenomenon in acoustics. It is caused by the reamplification of output from the speaker. If no measures are taken, it will generate a
whistling noise, which is uncomfortable, especially for hearing-impaired people. To
avoid this phenomenon, a feedback path model of the hearing aid and human ear
environment must be established and then the feedback signal can be cancelled before reprocessing. To achieve the best performance, feedback cancellation is equipped in each
audio channel, directly after the microphone. Figure 5-2 shows a diagram of a typical
feedback cancellation block[21]. It consists of three signal paths: the upper path is the real
feedback path, the output from speaker will re-enter the microphone through this path;
the middle path is the signal processing path of the hearing aid; the lower path is the
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modeled feedback path filter, which estimates the feedback signal based on the output.
The transfer function of the modeled filter is given by:

Equation 5-1 - The transfer function of the modeled filter.

where z is the Laplace variable, Δ is the path delay, al are the coefficients of the ma-order
frozen pole filter, bm are the coefficients of the mb-order adaptive FIR filter. The adaptive
processing is implemented in block form, with the adaptive coefficients updated once for
each block of data. The least mean square (LMS) algorithm is used for update:

Equation 5-2 - The least mean square (LMS) algorithm.

where k is the block number, N is the number of samples per block, en(k) is the nth error
signal for block k and dn−m(k) is the input to the adaptive filter, delayed by m samples, for
block k.

Figure 5-2 - Adaptive feedback cancellation block.

5.2.3 Beamformer (BMF).
After feedback cancellation, the signals of the two channels enter the beamformer.
The aim of beamformer is to suppress the noise from the side using an array of two
nearby omni-directional microphones. In hearing aids, it is generally assumed that the
signal source is in front of the listener and noise comes from the left/right side and the
rear. Figure 5-3 shows a generalized sidelobe canceller structure[13], which is a typical
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adaptive beamformer algorithm in hearing aids. This structure consists of two signal
paths: the upper path is a fixed beamformer; the lower path is the sidelobe cancelling
path, which consists of signal blocking part and adaptive filtering. The output of this
block is given by:

where yf(k) is the output of upper path and ya(k) is the output of lower path. In a general
version of this structure, the upper path is usually a delay-and-sum fixed beamformer:

where di is the signal delay due to spacing between microphones and M is the number of
microphones. The purpose of the signal blocking part is to block the desired signal s(k)
from the lower path. Its output is given by:

where ws is the blocking matrix and equals:

The adaptive filtering part is given by:

where L is the order of the adaptive FIR filter and Ai(k) are the weights of the filter and it
is updated using the same LMS algorithm as feedback cancellation part:

Figure 5-3 - Adaptive beamformer.

Page 50 of 75

ASAM Project

D 6.1 - Definition of requirements, industrial use-cases and evaluation strategy

5.2.4 Frequency Warped Filterbank (FWFB).
A digital hearing aid generally involves frequency domain processing based on
the specific characteristics of individual frequency bands. However, the regular frequency
analysis using FFT-based filter banks inherently embodies a uniform frequency scale,
while the human ear embodies a critical-band frequency scale having increasing
bandwidth with increasing frequency. Digital frequency warping provides a technique for
approximating the frequency resolution of the ear.
The frequency warped filter bank[23] uses a warped FIR filter to generate the input
signal of FFT instead of the original signal. As Figure 5-4 shows, the warped FIR filter is
achieved by replacing the unit delay in a digital filter with first-order all-pass filters,
which is given by:

the value for the warping parameter that gives the closest fit to the Bark frequency scale
is a = 0.576 for a 16 kHz sampling rate[23]. The transfer function of this warped FIR filter
is the weighted sum of the outputs of each all-pass filter:

where z is the Laplace variable, K is the order of the filter and g(k) are the weights of the
filter. The entire filter bank consists of the analysis filter bank which is implemented by a
32-point analysis smoothing window followed by FFT block, and the synthesis filter
bank which is implemented by an IFFT followed by a 31-point synthesis smoothing
window.
After the analysis filter bank, the signal is divided into 17 frequency bands. The
following two blocks (noise reduction and wide dynamic range compression) calculate
the noise reduction gain and compression gain for each band based on the signal power
magnitude. These gains pass the synthesis filter bank, and are then used to update the
weights of the warped FIR filter g(k). Here the same block form is adopted as the
feedback cancellation block. The adaptive coefficients update once for each block of
data.

Figure 5-4 - Warped FIR filter.
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5.2.5 Noise Reduction (NR).
The noise reduction part can help hearing impaired people to differentiate
intended speech in a noisy environment. This approach is based on the different signal
characteristics of speech and noise. Therefore, this algorithm should be composed of two
parts: the noise estimation part[15], which estimates the characteristics of noise signal, and
noise reduction part[41], which calculates the noise reduction gain for the noisy signal.
Figure 5-5 shows a diagram of the noise reduction block combined with filter bank. We
assume the noisy signal in time domain is given by:

where s(t) is the desired signal and n(t) is the noise signal. We define X(k) as the
spectrum of x(t), Ŝt(k) as the estimated power spectrum of s(t) and ˆPtN(k) as the
estimated power spectrum of n(t). The noise estimation part first calculates the weighted
power spectrum Pt(k) of the current signal:
P

where α = 0.85. Then the threshold function is defined as:

where β = 1.5. If T(k) < 0, the noise power spectrum is updated:

Then the noise reduction gain is calculated on each frequency band. First we define the A
Posteriori SNR and the A Priori SNR:

Equation 5-3 - A Posteriori SNR.

Equation 5-4 - A Priori SNR.

where λ = 0.98, P[.] denotes the half-wave rectification. Then the noise reduction gain is:
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Equation 5-5 - The noise reduction gain.

Figure 5-5 - Adaptive noise reduction block combined with frequency warped filterbank.

5.2.6 Wide Dynamic Range Compression (WDRC).
The ears of hearing-impaired people have a smaller dynamic range than those of
healthy people. For instance, a healthy person may be sensitive to sound from 20-120 dB
SPL, while a hearing impairment person is only sensitive to sound from 45-90 dB SPL.
Thus, a hearing aid should be able to map the normal dynamic range to the reduced
range. Figure 5-6 shows a steady-state input/output relationship for a typical compression
block. For input levels below the lower kneepoint (typically 40-50 dB SPL), the system
provides a constant linear gain. For input levels above the upper kneepoint (typically 85100 dB SPL), the system provides compression limiting to avoid the uncomfortable
feeling. For input levels between the kneepoints, the system provides dynamic range
compression. The output level increases by 1/CRdB for each dB increase in the input
level, where CR is the compression ratio[23]. Figure 5-7 shows the diagram of the wide
dynamic range compression block combined with filterbank.

Figure 5-6 - Input/output relationship for a typical hearing aid compression amplifier.
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Figure 5-7 - Wide dynamic range compression, combined with frequency warped filterbank.

5.2.7 OverlapAdd (OLA).
The frequency domain signal processing requires that input signals be divided
into short segments. The overlap-add technique is typically used for processing signal
segments. The procedure is illustrated in Figure 5-8. The input sequence is divided into
segments each of length L samples. Each segment is multiplied with a smooth window
function, also of length L points. A new windowed input segment is acquired every L/2
samples. The final output is formed by summing all of the overlapped output segments.
In this design, a segment of length 32 samples is adopted and the overlap length is
16 samples.

Figure 5-8 - Overlap-Add.

5.3

Fixedpoint Implementation.

As floating-point hardware generally consumes more power than fixed-point
hardware, the key issue in the implementation step is to translate the floating-point code
to fixed-point code. In this chapter, the specific fixed-point techniques used in the
implementation will be discussed.

5.3.1 Overview of Fixedpoint Arithmetic.
Generally, all the input/output data is represented by 16-bit fixed-point numbers,
which is enough for normal speech signals. A fixed-point number can be thought of as an
integer multiplied by a two’s power with negative exponent[20]. Fixed-point numbers
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consist of an integer part and a fractional part. The decimal point is always in the same
position. The number of bits assigned to the integer part is called the integer word length
(IWL), and the number of bits assigned to the fractional part is the fractional word length
(FWL). The word length (WL) of a fixed-point number corresponding to the following
equation:

Given IWL and FWL, a fixed-point number represents a value in the range R with
the quantization step Δ as follows:

Addition and subtraction between two fixed-point numbers a and b should have
the input operand with the same IWL, otherwise the operand with smaller IWL must be
scaled. The IWL of result c is given by:

Fixed-point multiplication and division are critical for precision and should be
treated carefully. For multiplication, the IWL follows:

Some precision-improving techniques are discussed in [5]. If the result c and two
operands a and b are of different representations, D is defined as:

The result c is calculated as:

where

For division, the IWL of result c is:
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A denominator with small IWLb with respect to IWLa, it yields very poor
accuracy, especially when IWLa >IWLb. The solution is to scale either a to decrease IWLa
or b to increase IWLb. In the current code, the former method is applied due to the small
value of b. The most significant bits that are ‘0’ are shifted out without introducing any
loss of accuracy.

5.3.2 Intermediate Result.
FIR/IIR filter and FFT are the most involved calculations in this application. The
implementation of these two blocks should be carefully treated, otherwise they will
hamper the performance and introduce large errors. Because these two blocks both
contain iterative operations, the performance highly depends on the intermediate result,
which will be discussed in this section.
In fixed-point implementation, a FIR/IIR filter is always implemented using
Direct Form I structure, as Figure 5-9 shows. This structure introduces small errors
because it has only one summation point for all intermediate results. When doing FFT,
the magnitude of an individual bin in the FFT grows, at most, by a factor of N, where N is
the length of the FFT.
Hence, by scaling the data by 1/N, internal overflow will not occur. If scaling the
input data by 1/N before the first stage, the SNR obtained is proportional to N2. However,
if scaling the intermediate input data by 1/2 before each stage, the overall scaling is 1/N
and the SNR obtained is proportional to N.
In this code, the latter method is adopted.

Figure 5-9 - Direct Form I filter structure.

The bit width of intermediate result is also important. If only using 16-bit registers
for intermediate results, the multiplier can only generate a 16-bit output by calling four 8bit multiplication subroutines.
This will increase both the relative error compared to a floating-point version and
the cycle count as well (see Table 5-1). Therefore, 32-bit multiplication registers are
introduced for intermediate results.
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FIR Filter

FFT

Bit Width

16

32

16

32

Relative Error

9.34%

0.768%

2.39%

1.41%

Cycle Count

735

150

14960

2804

Table 5-1 - Comparison of different resolution of intermediate result.

Furthermore, considering the fixed-point MAC operation, it is always followed by
a shift operation to scale the result to the right format. This makes fixed-point MACs
different from the conventional MAC operation, such that it cannot be executed on a
MAC function unit, as shown below:
for {i = 0; i < Order; i + +} do
acc = acc + x * y >> shift;
end for

To convert it to a conventional MAC operation, the shift operation is moved
outside the loop body like:
for {i = 0; i < Order; i + +} do
acc = acc + x * y;
end for
acc = acc >> shift;

In this implementation, a 40-bit register with 8-bit overflow protection is needed
for the intermediate accumulator result.

5.3.3 Lookup Table.
Some complex calculations, such as square root and logarithm, are difficult to
implement in fixed-point with acceptable execution time and precision, especially in a
real-time embedded systems. In these algorithms, these complex calculations are only
involved when calculating the gain in WDRC and NR blocks based on the power
magnitude of each frequency band. As the gain and the power magnitude have a one-toone relationship, a look-up table is the best choice to avoid these complex calculations.
This hearing aid application is supposed to be mapped on a 16-bit processor. If all
16 data bits are used as indices for the look-up table, a table having 16384 = 216 entries is
needed. This is not desirable from an area point of view. Therefore, the 16-bit LUT
address is split into two parts: the most significant 10 bits (MSB) and the least significant
6 bits (LSB). We use one lookup table lut1[] with 64 = 26 entries for the case that MSB is
all ‘0’, otherwise we use one look-up table lut2[] with 1024 = 210 entries for MSB and
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one look-up table lut3[] with 1024 = 210 entries for compensating the error caused by
LSB. These three look-up tables work as follows:
if {input <= 26} then
output = lut1[input];
else
correction term = lut3[input&0x3FF] * (input&0x3F);
output = lut2[input&0x3FF] + correction term;
end if

where the correction term comes from Taylor series,

Equation 5-6 - Taylor series.

For our purpose, a first order Taylor series is enough.

5.3.4 Implementation Result.
In this section, the overall impact of all the mentioned fixed-point techniques will
be evaluated. In this evaluation, the wide dynamic range compression block and noise
reduction block are implemented combined with the filter bank and overlap-add. For each
block, 5 different recorded audio sequences, each with 20000 samples, are used to test the
relative error compared with floating point version. As the soft sound, which is hardly
sensed by the human ear, will generate a large relative error, we show the relative error
for normal sound and soft sound separately except for the average error. The boundary
between the soft sound and normal sound is -40 dB. Table 6 shows the relative error for
each block. The normal sound has a rather low error. Although the error for soft sound is
larger than 10%, the output waveforms from fixed-point code and floating-point code
look almost the same and the sounds are undistinguishable when listening to.

Average

Normal sound

Soft sound

FBC

1.16%

0.21%

13.62%

BMF

0.44%

0.19%

5.15%

WDRC

4.02%

0.77%

25.88%

NR

13.16%

2.22%

39.11%

Table 5-2 - The Relative Error of Fixed-Point Implementation.
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Processor Prototype and Basic Design.

Having the fixed-point implementation of the hearing aid application, this chapter
shows its mapping on a Silicon Hive processor and the basic application-specific design.
The starting point of the mapping is the ‘pearl’ processor, which is a simple 32-bit
general purpose processor in Silicon Hive’s portfolio. As Figure 5-10 shows, the ‘pearl’
consists of 2 issue slots, 2 register files with 16 registers each, 1 data memory and 1
program memory. This processor is used as the baseline for the design. For reference, she
same fixed point implementation of the hearing aid application was also analyzed on an
ARM 946E-J processor.
Table 5-3 shows the performance of the hearing aid application running on both
‘pearl’ and ARM processors. We should however note that the model that was used for
the ARM simulation did not take cache misses into account. Therefore, both the
measured cycle counts and inferred power numbers would actually be higher.

Processor

Cycle count

Area (mm2)

Power (mW)

Pearl

80974

0.894

7.19

ARM

>130755

0.488

>18.6

Table 5-3 - Original Performance on Pearl and ARM.

Figure 5-10 - The Architecture Overview of Pearl Processor.

Page 59 of 75

ASAM Project

D 6.1 - Definition of requirements, industrial use-cases and evaluation strategy

In order to guide the further optimization steps, it is important to identify the
effect of power optimizations in the ASIP to power consumption of the whole system.
The power consumption of a complete hearing aid system mainly comes from AD/DA
converter and the ASIP core (see Figure 5-11). The power consumption of A/D can be
obtained from[45]:

where FoM stands for the “Figure of Merit”, SNR stands for the signal-to-noise ratio of
desired signal and Fs is the sampling frequency.
In 2005, FoM already the range of 0.11-3.8 pJ/step[45]. As the power
consumption of a hearing aid is within tight budget, the FoM of 0.514 pJ/step is chosen
from [7].
As D/A is a part of A/D[45], the power consumption of a D/A is less than A/D. For
16-bit signed data, the maximum SNR is 90 dB. Our system contains two input channels
and one output channel. Therefore, the upper bound of the power consumption for all the
AD/DA is:

Equation 5-7 - Power consumption for all the AD/DA.

To evaluate the power consumption of the processor core, the execution time per
block T (in terms of Cycle) and power consumption per megahertz Pu (in terms of
mW/MHz) are considered as two critical parameters.
For Silicon Hive processors, T is obtained from the scheduled simulation by
Silicon Hive ‘Hivecc Multi-Core Simulator’. For the ARM processor, T is determined by
running the code on the ARM RealView Debugger.
For Silicon Hive processors, Pu is obtained from Silicon Hive’s power analysis
scripts. For the final version of the processor, Synopsys PrimePower was also used to
obtain power figures. For the ARM 946E-J, the power consumption per MHz and area
were obtained from ARM’s website.
When calculating the total power consumption, the minimum clock rate which
can meet the real-time requirement is used.
The power consumption for the ASIP core is:

Equation 5-8 - Power consumption for the ASIP core.
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where Fs is the sampling frequency and Nblock is the number of samples per block. For
this application, Fs = 16 kHz and Nblock = 16. The total power consumption is,

Equation 5-9 - Total power consumption.

Figure 5-11 - Complete hearing aid system.

Subsequent explorations only focus on the power consumption of ASIP core.
PASIP is proportional to T and Pu. From the power performance of ‘pearl’, it can be
concluded that 68% of power is consumed by program memory.
However, more issue slots, which will increase the instruction width, can exploit
more parallelism to decrease T. Thus, the exploration analyzes power consumption on
different versions of the processor, ranging between 2, 3 and 4 issue slots.
The architecture of the prototype processor is shown in Figure 5-12. According to
the fixed-point implementation, some specific function units and 32-bit and 40-bit
registers for intermediate results were added:
•

16/32/40-bit MAC: this function unit consumes two 16-bit inputs and generates
one 32-bit multiplication output and one 40-bit accumulation output;

•

32(40)/16-bit SHU: this function unit consumes one 32-bit or 40-bit input and
generates one 16-bit shift output;

•

32-bit ARU: this function unit consumes two 32-bit inputs and generates one 32bit addition output.

5.5

Design Optimization.

This chapter discusses the further optimization on the application and the
prototype processor. First the software optimizations will be discussed and then the
possible hardware optimizations will be discussed based on the fully optimized code. The
purpose of all the optimization steps is to reduce the execution time and power
consumption.
During the optimization process, different hardware configurations will be
considered.
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Figure 5-12 - Architecture overview of the 16-bit prototype processor for digital hearing aids.

5.5.1 Software Optimization.
Because of the different characteristics of each block of the application, first
separate blocks are optimized, and then these combined blocks are used to drive overall
optimizations.
1) Circular Buffer: There are two inefficient implementations that will hamper the
performance in the code. First, in adaptive filters, previous outputs are always
needed to get the delayed inputs for adaptive update algorithm (LMS algorithm in
this work),
for {i = 0; i < BS; i + +} do
for {j = 0; j < Order; j + +} do
if {j < BS − i} then
delayed input[j] = outold[BS + i + j];
else
delayed input[j] = outcurrent[i + j − BS];
end if
end for
end for
so two buffers is needed for the previous and current outputs, and an if-else
conditional jump statement is involved as well. Second, the normal implementation of
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delay line, which is a basic part of filter, involves an iterative shift operation after each
input data.
Circular buffers are fixed size end-to-end connected -buffers, and they can solve
both of these issues. Silicon Hive provides ‘OP std modadd()’ operation to support
circular addressing. In this way, the adaptive filter can be implemented like:
for {i = 0; i < BS; i + +} do
for {j = 0; j < Order; j + +} do
delayed input[c index1] = out[c index2];
c index1 = OP std modadd(c index1, 1,BS+Order);
c index2 = OP std modadd(c index2, 1,Order);
end for
end for
and the iterative shift operation can also be avoided by shifting the start pointer
only. In addition, the absence of conditional jump statement reduces the number of basic
blocks and then exposes more the instruction level parallelism.
2) FFT Optimization: Normal N-point FFT algorithm consists of logN stages of
butterfly calculation and the reorder stage for the bit-reverse order output from
butterfly stages. However, in this work, we just calculate the gain function based
on the power magnitude on individual frequency band, regardless of the order.
Therefore, through careful modification, much execution time can be saved by
means of removing the reorder stage. As Fig. 13 shows, when doing FFT, the
decimation-in-frequency algorithm with normal order input and bit-reverse order
output is used; and when doing IFFT, the decimation-in-time algorithm with bitreverse order input and normal order output is used. Furthermore, as the last two
butterfly stages of FFT and the first two butterfly stages of IFFT only involve the
twiddle factor W0N = 1 and WN/4N = −j, the load operations of these stages can be
saved by just substituting the trivial twiddle factors into the butterfly calculation.
3) Loop Optimization: Loop optimization plays an important role in improving
memory performance, making effective use of parallel processing capabilities,
and reducing overhead associated with executing loops. The two major loop
optimization method used in this work is loop merging and loop unrolling. When
two adjacent loops iterate the same number of times, their bodies can be merged
as long as there is no data dependency between the two loops. The loop merging
for the overall application also improves data locality, then reduces the load and
store operations for intermediate results. Loop unrolling reduces the loop
overhead by reducing the number of iterations and replicating the body of the
loop. It can also expose more instruction level parallelism. The Silicon Hive
compiler provides a loop unrolling option hivecc unrolling = N [25], where N
is the times of unrolling. A too large N will increase the code size and register
usage dramatically. Thus, N should be carefully selected for each loop.
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Optimization

9729

Beamformer
Cyclic buffer

2716

Loop optimizations

1964
6318

Feedback cancellation
Cyclic buffer

2991

Loop optimizations

1997
16223

Wide dynamic range compression
FFT optimizations

14339

Loop optimizations

8506
11095

Noise reduction

Total

Cycle count

FFT optimizations

9144

Loop optimizations

8728

All combined

15863

Loop optimization

14933

Data distribution

13124

Table 5-4 - Performance after optimizations, for each block.

After applying these optimizations for individual blocks, the code can be
combined into the overall system. Table 5-4 shows the optimization results for each
block. It should be noted that the system comprises two microphones, i.e. two feedback
cancellation blocks. Also, after combining, the wide dynamic range compression block
and the noise reduction block can share one FFT block. Therefore, the execution time T
of the overall system is less than the summation of all individual blocks.
4) Data Distribution: The prototype processor only has one single-ported data
memory. This means that all data is stored in this default memory and all load and
store operations will be executed sequentially. However, in many situations e.g.
FIR/IIR filter, the data comes from different arrays like:
for {i = 0; i < Order; i + +} do
acc = acc + samples[i] * weight[i];
end for
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The loading of samples[i] and weight[i] can occur in parallel if they are stored in
different memories. Based on this observation, a second data memory is brought into the
processor and those arrays, which can be accessed in parallel, are split over different
memories. Table 5-4 shows the performance achieved after successive optimizations.

5.5.2 Hardware Optimization.
This section explores the possible hardware optimizations to further reduce the
execution time and power consumption.
1) Custom Instructions: The most common technique to enhance algorithm
performance and reduce power consumption is to use custom instructions. A
custom instruction is a combination of a chain of basic operations, usually based
on the specific application. Custom instructions result in compact code size as
well as a lower number of instruction fetches and decodes. Also the elimination of
temporary registers within a custom instruction reduces register usage. All these
factors reduce the total power consumption and execution time. Nevertheless, the
special function units for custom instructions usually require some additional
logic area and may have little chance of being re-used in other applications. The
exploitation of custom instructions usually consists of three steps: First identify
all the possible custom instructions, then make a selection from the candidate
instructions and finally do the design space exploration with the custom
instructions.
In a common representation, a custom instruction is a subgraph of the dataflow
graph (DFG) corresponding to the code[26]. Theoretically, the number of subgraphs for a
DFG is exponential in terms of the number of the nodes. However, on a resource-limited
embedded system, many of them are infeasible due to various constraints[46]. Below
examination assumed the following constraints for identifying custom instructions:
1. Number of operands: the maximum number of operands is limited by the ports of
register files. For a register file with 32 registers, an additional port will increase
the instruction width by 5. A long instruction width is not desired due to the
power and timing consideration. The increment of instruction width may
counteract the benefit from custom instructions. Therefore, the register files were
limited maximum 3 input operands and 2 output operands.
2. Type of operations: not all types of operations can be included in custom
instructions due to architectural constraints[46]. Silicon Hive processors are strict
load/store architectures, and thus all memory accesses should be through
load/store unit (LSU). The LSU operations may be extended with customer
functionality. However, for the current investigation, such memory access
operations are not being considered.
3. Scope of operations: although [46] suggests that the custom instructions can cross
the boundaries between basic blocks, this investigation only considers the
instructions within basic blocks. Moreover, a subgraph may contain several

Page 65 of 75

ASAM Project

D 6.1 - Definition of requirements, industrial use-cases and evaluation strategy

disjoint components. This situation is also not considered because the Silicon
Hive VLIW processor is meant to handle this kind of parallelism.
Based on these constraints, some instructions are eliminated e.g. the butterfly
instruction for FFT due to the large number of inputs/outputs. Having all the possible
custom instructions, selection was based on the frequency of execution[3] and complexity.
In FBC, BMF and FWFB blocks, code segments may be executed hundreds of times due
to the FIR filter, while in NR and WDRC blocks, a code segment is executed maximal 17
times due to the 17 frequency bands. The complexity is obtained by analysis of the
critical path in DFG. Finally, 5 custom instructions and the corresponding function units
were implemented. Figure 5-9 shows the corresponding DFGs for below custom
operations:
1. OP warp unit: This instruction contains all the operations for the all-pass filter
unit in the delay line of frequency warped FIR filter, and then the delay line can
work as a normal one. Furthermore, this pattern is executed 960 times in the code.
2. OP sfpmul: in signed fixed-point multiplication, the operand is always converted
to positive number first, then multiplication and shift are performed. This pattern
always comes together and does not involve any operand other than the two
multipliers. Furthermore, this pattern is executed 131 times in the code.
3. OP bitslice: this instruction uses the Silicon Hive built-in function Bits() to extract
the specified bit range from a 32-bit input. This pattern occurs in power spectrum
calculation and look-up table index calculation etc. and is executed 136 times in
the code.
4. OP norm: this instruction uses the Bits() function as well. This instruction counts
the redundant sign bits of a 16-bit input for fixed-point division. Although it
contains a conditional jump, the introduction of this custom instruction does not
cross the basic block but eliminate this jump. This pattern is executed 17 times in
the code.
5. OP psnr: this instruction calculates the priori SNR based on 3 input operands.
This pattern is executed 17 times in the code.
Having the selected custom function units, it is not the best choice to assign all
these units to each issue slot. Design space exploration was performed to find the most
suitable processor architecture for the application. Table 5-5 shows the performance
before and after using each custom instruction and the area penalty.

Cycle count

Area (um2)

No custom operations

13124

OP_norm

13039

1307

OP_bitslice

12826

492

OP_sfpmul

12178

15411
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OP_warp_unit

11936

18120

OP_psnr

12746

8508

Combined

10564

43838

Table 5-5 - Performance and area impact of custom operations.

2) Reduce Instruction Width: A long instruction width is not desired because it will
increase the power consumption of program memory. After the previous
optimization steps, the instruction width is 182 bits, which is too long for a lowpower embedded system. Therefore, the most direct way to reduce power is to
reduce the instruction width. In Silicon Hive processors, the instruction width is
composed of select bits for registers, buses, operations, and immediate bits for
constant numbers. This leads to two most effective way of reducing instruction
width:
1. Delete hardware resources like registers and interconnection buses. For instance,
there are 9 register files with 30 write/read ports in current processor. If their sizes
are halved, instruction width is reduced by 30 bits. However, the execution time
increases slightly. It means that a trade-off must be found between power and
execution time.
2. The instruction width allocates several bits for the immediate operands. With
careful connection between the read ports of registers and input ports of function
units, these immediate bits can be overlayed with the select bits of registers.
The processor is optimized using these two methods. By default, the immediate
bits are set to 16 bits, which is always larger than the register select bits. The immediate
bits are first overlayed with the register select bits, then the number of immediate bits is
reduced be exactly equal to the register select bits. Both of these two methods will
slightly increase the execution time. Table 5-6 shows the result of this step.

Processor

Width

Cycle count

Original version

182

10564

Overlayed immediate (v1)

160

10650

Half RF 1 (v2)

155

10748

Half RF 1&2 (v3)

150

11221

Table 5-6 - Performance when reducing instruction width.

3) Loop Cache: Another technique to save the power consumption of program
memory is loop cache, which consumes much less power than program memory.
If the loop body fits the size of loop cache, the instructions of the loop body can
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be temporarily stored in loop cache and fetched from there instead of from
program memory. In Silicon Hive technology, the loop cache is implemented
using a single-ported register file. If the utilization of loop cache is defined as util,
power consumption of program memory as Ppmem, and power consumption of loop
cache as Plc, the total power consumption of the ASIP core becomes,

The loop cache increases the processor area. In order to find a trade-off between
area and power savings, processor ‘v1’ from last section is used as reference. In this
processor, 58% of power is consumed by the 160-bit program memory. The total
processor area is estimated at 0.652mm2 and its logic area at 0.326mm2. The unit loop
cache area is 0.00350mm2. Table 5-7 shows the effect of different sizes of loop cache.

Size

Util

Total area

Logic area

Power

2

3.56%

+1.07%

+2.15%

-1.96%

4

7.94%

+2.15%

+4.29%

-4.39%

8

14.35%

+4.29%

+8.59%

-7.93%

16

21.98%

+8.59%

+17.18%

-12.15%

32

29.02%

+17.18%

+34.35%

-16.04%

64

31.22%

+34.36%

+68.71%

-17.26%

Table 5-7 - Comparison of different loop cache sizes.

In principle, the single loop of the combined hearing aid application causes the
effect of the loop cache to be near-linear, up to a certain point. Loop caches are obviously
more beneficial on applications with smaller loops. Even so, also this application shows
that the loop cache has a positive effect on power consumption. Within the area
constraints, the loop cache of size is chosen to be 32.

5.5.3 Evaluation.
Previous sections showed different methods to reduce the execution time and
power. However, some methods do not only affect individual parameters, but affect both
of them.
This section makes a final evaluation of alternative architectures. Because
software optimizations and custom instructions brought significant improvements on
execution time T, this can counteract a possible side effect brought by slight increment of
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power per megahertz Pu. Therefore, only the architectures after applying custom
instructions are considered in this section.
The Silicon Hive internal power estimation script was obtained to drive the
optimizations. That does not mean that the power numbers provided by that script are
correct in an absolute sense. Table 5-8 shows the thus estimated power consumption of
different processor architectures, taking into account combinations of different instruction
width reductions and loop cache. Processor ‘v4’ has the best performance considering
both power consumption and execution time.

Processor

LC size

Cycle count

Power (mW)

v1

0

10650

1.393

v2

0

10748

1.370

v3

0

11221

1.407

v4: v1+LC

32

10952

1.210

v5: v2+LC

32

11209

1.209

v6: v3+LC

32

11429

1.215

Table 5-8 - Evaluation of combination of loop cache and instruction width reductions.

As a last trade-off, three different options for number of VLIW issue slots were
analyzed, based on ‘v4’. Processor ‘v4’ was reduced to 2 issue slots and extended to 4
issue slots. The performance and power consumptions of the resulting processors ‘v7’
and ‘v8’ are shown in Table 5-9.

Processor

Cycle count

Power (mW)

V7 (2 IS)

15154

1.154

V4 (3 IS)

10952

1.210

V8 (4 IS)

9551

1.326

Table 5-9 - Comparison of alternative VLIW widths.

4) Initial synthesis and voltage scaling results: Because performance of ‘v4’ is
significantly higher than ‘v7’, yet similar to ‘v8’, ‘v4’ is likely to benefit most
from voltage scaling. Thus ‘v4’ (Fig. 10) was selected for detailed power and area
characterization. When synthesizing ‘v4’ for TSMC C65G at 20 MHz, the area
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(including memories, after layout) is 0.49mm2. When running at 11 MHz, the
minimum clock frequency for real-time operation, the supply voltage can be
reduced from 1V to 0.8 V. At this frequency and voltage, the power consumption
of ‘v4’ on the hearing aid application is 0.334mW, a reduction of >56× over the
RISC implementation of section IV. The total power consumption is calculated as
follows:

This system is expected to operate >364 hours on a standard 350mWh battery.
The design of the processor ‘v4’ is shown in Figure 5-13.

Figure 5-13 - Architecure of 3-issue slot hearing aid ASIP.

5.6

Hearing aids use case: input formalism and expected
metrics.

The 2010 status of the hearing aids use case is that it was developed using 2010
state-of-the-art technology and shown as a proof point that it is possible to achieve a
state-of-the-art solution for a problem of medium complexity with about 4 man-months
of work.
For the ASAM project, it covers two use cases:
•

The default novice use case: The initial sequential ANSI-C version of the
application and the ‘pearl’ processor should be taken by a novice user who should
achieve the same results in 2 man-months.

•

The expert optimization use case: The optimized code and processor are taken by
an expert user who should be able to extend the application with more
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complicated processing (examples are mentioned in the overview section: e.g.
acoustic scene classification algorithms, and automatic learning algorithms). This
should not take longer than 2 man-months and the power figures should remain
similar.
The default expert use case, where the expert takes the existing solution and
makes it more optimal, is not considered in this case. The reason is that, the ASIP has
been optimized to the extent that the AD/DA converters are now the bottleneck.
Optimizing the ASIP further will likely not have a major impact on overall system
efficiency.
Table 5-10 gives a concise overview of the requirements for these two use cases.

Default novice

Default expert A

Default expert B

Effort

2 man-months

2 man-months

2 man-months

Functionality

Basic BTE

+acoustic scene classific.

Basic BTE

Sampling frequency

16 KHz

16 KHz

20 KHz

Input formalism

Sequential ANSI-C

Optimized ANSI-C

Optimized ANSI-C

‘pearl’ TIM code

‘v4’ TIM code

‘v4’ TIM code

Generality

High

High

High

Area

0.49 mm2

0.49 mm2

0.49 mm2

Dissipation (ASIP)

0.334 mW

0.334 mW

0.334 mW

Technology

TSMC C65G

TSMC C65G

TSMC C65G

Table 5-10 - Hearing aid use case requirements.

One of the requirements is that the resulting processor should still be sufficiently
general, such that other algorithms in the same domain can be mapped with similar
efficiency. This metric is hard to measure. Thus, in this use case, this metric means that
newly defined custom operations should adhere largely to the same constraints as
outlined in the above chapter. As the literature indicates[46], some of the constraints can
be relaxed without sacrificing generality. Such changes to the constraints are therefore
allowed.
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6. Conclusion.
This document delivers preliminary requirements on the methodology to measure
and evaluate the final quality of the ASAM design methodology, flow, and prototype
tools and, specifically, to evaluate the effectiveness and efficiency of the design
exploration capabilities of the prototype tool.
The ability to semi-automatically produce adequate system architectures will be
evaluated through the complementary requirements provided by two different kinds of
use-cases representing the low-power medical and high-performance multimedia
application domains and their own related platforms.
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